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Making amortized data structures persistent Why does the slowdowns for fully persistent
data structures not hold when the update and query times of the ephemeral data structure are
amortized?

Temporal databases In this exercise you must show how to implement a database containing
information about goods. A good has an id and a price. The database can be updated with
insertions and deletions of goods. Give a data structure supporting updates and the following
query:

• report(a, b, t): Return the id of all goods with a price between a and b that was in the
database at time t.

Partially persistent heaps Describe an implementation of a partially persistent binary heap.
The heap should support the operations find-min, extract-min and insert. What are the time and
space complexities?

Temporal databases 2 In this exercise you have a database with data of the following form:
[id, production date, sales date, price].

The database is not updated but stores a large amount of data. It must efficiently support
queries of the following form:

• sum(prodfrom, prodto, sold): Return the sum of the prices of all products that have pro-
duction date between prodfrom and prodto and have sales date before sold.

Give a solution that uses space O(n), preprocessing time O(n log n) and has query time O(log n+k),
where n is the number of items in the database and k is the number of reported items.

* Change your solution to report the number of items with the right product date, i.e., support
the query

• reportNum(prodfrom, prodto, sold): Return the number of products that have production
date between prodfrom and prodto and have sales date before sold.

Your data structure must have query time O(log n). What are the best space and preprocessing
times you can get? Can you extend your data structure to return the sum of all the prices instead
of the number of items?

Nearest common ancestors In the offline nearest common ancestor problem we are given a
tree T and set P of query pairs and the goal is to compute all of the answers quickly.

The following algorithm solves the problem when called with u =root(T ). It uses a Union-Find
data structure. It is assumed that all nodes are white initially.
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Algorithm 1 NCA(u)

1: MakeSet(u)
2: anc[Find(u)] = u
3: for each child v of u do
4: NCA(v)
5: Union(u,v)
6: anc[Find(u) = u]
7: end for
8: color[u] = black
9: for each node v such that {u, v} ∈ P do

10: if color[v] = black then
11: print “nca of “ u “ and “ v “ is “ anc[Find(v)]
12: end if
13: end for

Show how to use the techniques of persistent data structures to preprocess a tree in O(n log n)
time so as to allow NCA queries to be answered in O(log n) time.
Hint path compression is not necessary to achieve O(log n) time.

Optional Improve your solution to take O(n) preprocessing time.

Extra Show the correctness and give the running time for the algorithm NCA. You can use
the following steps.

1. Argue that line 11 is executed exactly once for each pair {u, v} ∈ P .

2. Argue that at the time of the call NCA(u), the number of sets in the union-find data structure
is equal to the depth of u in T .

3. Correctness Prove that NCA prints the correct nca for each pair in P .

4. Analyze the the running time of NCA if we use an implementation of the union-find data
structure using union-by-rank and path compression.

Mandatory Exercise Use persistent data structures to describe an efficient and simple solution
to each of the following problems.

1. Given a set X, of n intervals {[a1, b1], [a2, b2], ..., [an, bn]} on the real line, build a data
structure that supports the following query:

• contain(p): return all intervals that contain the point p.

2. Given a set X of n line segments in the plane all parallel to the y-axis, build a data structure
that supports the following query:

• intersect(s): Return all segments in X that intersect s, where s is a segment parallel
to the x-axis.

Analyze the space, preprocessing time, and query time of your solutions.
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